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select * from =tg=

SQL 4.21 First SQL Server ever used (1994) E%EEEEEEEEEEEEEE
SQL6.0 First Log Shipping with failover B B

. 5 S S e S e WY D SN S S S st O
SQL 6.5 First SQL Server Cluster (NT4\Wotfpack EEEEEEEEREEEE D
SQL 7.0 2+ billion rowsd month in a single Table EEEEEEEEEEEEEEEE
SQL 2000 938days with 100% availability | [EilB i

SQL 2000 IA64 First SQL Servesed on ItaniumA64
SQL 2005 IA64 First OLTP londjstance database mirrorir
SQL 2008 I1A64 Replication with mirrored databases
SQL 2008R2 IA€ Maybe the first 256 CPU SQL Server & & & =

SQL11 [ +yQlG 6+ Al (e¥enhidpgrk = :
Focus on SQL Server Infrastructure Architecture and Implementation —“ﬁ
Close Relationship with Microsoft —

SQLCAT (SQL Server Customer Advisory Team) SQLﬁT) ﬂéﬁé

SCAN (SQL Server Customer Advisory Network) AsSOCIATIONINE

TAP (Technology Adoption Program SQL2008 SQL2008R2 and SQL11)
Speaker on international conferences 1

events and universities




Agenda

* Workload (definitions)
* The Theory
* The Practical Part

* HOW 10 capture

* How to make sense of the captured data
* How to scale

 Removing bottlenecks till the requiremer




The Big Question: What do | need?

\ /| —
‘&8 Windows Task Manager S8 & o

i 'Apphcatmns | Proc

S CPUUsage 3 FIPe sz,

File Options View Help

’ Applications ' Processes [ Services | Performance | Networking I Users |

- |

81!
1!

WY WOrITE:

Neeos

wonog EN"a!

mw wena LS L8 & .

Paged 297
Nonpaged 65 [ [#y' Resource Monitor...

Physical Memory (|
Total

Cached
Available

CPU Usage: 7% Physical Memory: 42% : [ Kene Hemary (vE)

Paged
Nonpaged




Workload

 What is workload?

Workload is the sum of all activity on a server caused by
clients/users, administrators and the server itself.

 \arious types
* OLTP (Online Transaction Processing) _
« DSS/DWH/BI (Decision Support System, Data Ware House)
Read Cache
Log Server
Session State Server
and the nightmare: mixed or all of the above




OLTP Workload characteristics

« Many concurrent users
« Small queries 10-40% write, 60 to 90% read
Constant read/write mix

Lots of small short transactions on the same
tables/rows




DSS Workload

* (relatively short) ETL (Extract, Transform,
Load) process usually using bulk inserts and
updates (90 to 100% write)

e Afew users with

* a “few’ complex queries, covering large
amount of data (99 to 100% read) '

Almost no concurrency




Other Workloads

* Read Cache

« OLTP Workload with < 10% write >90% read

« Low concurrency (often only one source changing the data)
* Log Server

« Write workload >95% mostly inserts

 Store and forget
« Session State Server

« OLTP Workload with 50% read and 50% write ope
mostly on LOB’s

Session Code Sizing SQL Sew -
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Maintenance & Disaster Recovery

Backups

o Full
 Differential
* Log

* Index

« Defrag
 Rebuild
Archiving }_
DWH Loads _—
Rollouts

What does your SLA say about all the above
Don'’t be surprised if the maintenance workload |
than the operational workload.
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The Theory

* Two approaches
» a) Academically
* b) Practically

* We go with a)
Just Kidding
of course we go with b)

Session Code Sizing SQL Server fo
(unknown) Workload <



Mathematical Model

Remember Junior High School:

2Applescost $ 6
156 Apples cost  $ ???

1Applecost $ 3
156 Apples cost $ 468

For the prices of apples this is a very exact science, \
comes to workloads its almost close enough

Session Code Sizing SQL Sew -
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Mathematical Model

In a pure client/server environment the direct interpolation is
close enough but in a three or more tier world with caching this
might not be accurate enough. You might have to capture the
workload of one user first (W1), and then the workload of two
users (W2) working at the same time

1 User produces workload W1
2 Users produce workload W2

n Users produce a workload of = W1 + (W2-W1) X

Session Code Sizing SQL Serw -

(unknown) Workload



Capture Workload Demo

& Session Title . =4



Capture and Analyze the Workload

¢ Setup a trace
 Run the workload
 Read the trace results into tables

* Query how often each type of statement Is
executed and weight the count by the number
of logical I/O’s created

» Use the numbers gathered to configure S
Stress

Session CodeSizing SQL Server o i umme— L
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SQL stress

 Is atool to stress SQL Server in a very unique way.
* |t simulates as many concurrent users as you like
(and your client hardware can handle).

* Free download at: http://www.sqlstress.cc




Botleneck Elimination Demo

SQL Stress Demo

= Session Title. =&



Components Influencing Performance

 CPU and Cache
* Memory
« Storage
* Network
 Architecture




CPU & Memory performance

« CPU is rarely the real bottleneck in today's servers but its
possible.

* In most cases it's the performance of the system memory
that’s the actual bottleneck.

« Main cause for 100% CPU utilization are in memory table
scans where the CPU spent most of the time waiting fo
data from the memory.

« Side Note: In this cases optimizing the queries actua
more than adding additional CPU’s



The crazy math of scaling |

32 04

« 32 bit Is faster than 64 bit if you do not need
more then 2 to 4 GB of memory

* |If you can utilize more memory 64 bit IS fe



The crazy math of scaling I

1x4 & 2x2
 One Quad core CPU or 2 Dual Core CPU’s ?

* Assume same frequency and same cache size

A 2 CPU’s give you twice the cache C faster

(of course 2 quad core CPUs are better than



Checklist for CPU Selection

1. Number of CPU’s required (not cores)

2.
3.
4.
S

1...2 Xx64 / (x86 - if you use not much memory)
4..8 x64 / (IA64)

16 ... 32 IAG4 | (x64)

> 32 IAG4

Cache (the more the better)
Memory Interface (the faster, the more - the better)

Clock frequency (the faster the better)



Too few Memory

« SQL Server loves memory (especial the 64 bit versions)

 |f SQL Server has not enough memory it has to go to disk very
often and that’s slowing down memory a lot

* The absolutely minimum of memory a system should
the size of all index root and intermediate pages plus ¢
MB per user. If its less almost every query will end
the disks



Memory

* To few memory is shown by a low cache hit ratio
and high disk read activity on the data disks

« NUMA (Local/Remote Memory)
. CPU Affinity
- 10 Affinity
 MaxDegreeOfParalelism 1 ... OLTP

Session Code Sizing SQL Sew - -
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Too much Memory

Is there something like “too much memory”™?

Unfortunately Yes

Stopping SQL Service can take very, very long (> 256 GB)
Especially a problem on planned cluster failovers

Physical limitations in some systems:
« 6 Modulesa 1266MHz or
« 12 Modules a 1066MHz  or
« 18 Modulesa 800MHz

Session Code Sizing SQL Sew -
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Checklist Memory

1. Have enough memory to handle your active

working set

At least all none leaf pages of all indexes
(clustered or none) should easily fit into

memory
2. Make sure you utilize all your memory busses

3. Only utilize multiple banks on the same &
you must (if it slows down the memory)

4. Slow Memory Is better than no memc

PASS SUMMIT™



Disks

Data disks } Always separate
* Log disk

* |0 Subsystems

« SCSI, SAS, FC SCSI, ISCSI, ATA, SATA, SSD
« Alignment

« Windows 2003 server and before  always manually align di

» Windows 2008 aligns automatically
« Cache Settings:

» SQL Server never benefits from read cache

« 100% write cache for all data and log disks



Data disks OLTP Workload

« 8k random reads define actual performance

« 8k random writes
(done async by lazy writer A less critical)

« Spreading the data across multiple spindles
Increases the performance almost linear if the
is distributed evenly J

* RAID Level 1/0,1, 5,6 and O



Data disks DSS Workload

« 8k random and 64/256/1024k sequential reads
. (read ahead)

« SQL Server can handle 250 to 350 MB/sec per CPU core for
DSS type queries (table and range scans)

(I have seen 20GB per second table scan on 64 core system)

A Typical server disk are the bottleneck
A e.g.: 2 socket = 8 core
A ~2 GB/sec disk performance required
single spindle can read 20 to 50 MB/s
A 20 to 50 spindles at least



Data disks DSS Workload

» Spreading the data across multiple spindles
Increases the performance almost linear if the
data is distributed evenly

* RAID Level 1/0,1,5,6and 0




Storage Selection

Separate LOG and DATA
Do three calculations

« Space estimate
* Performance estimate for workload

 Maintenance workload estimate

A Each will give you a number of disks/spindl<

Unfortunately the largest result is the one you actually need

Start making trade offs based on your budge

Don't let marketing confuse you

Session Code Sizing SQL Sew 2
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Log disk

« Sector aligned up to 60k sequential writes and
« Sector aligned up to 120k sequential reads

« Multiple files don'’t increase performance therefore the most
Important performance indicator is latency

* LATENCY LATENCY LATENCY, the only thing that count!!!

 RAID Level : 1 (recommend)
. careful with 1/0 and O
avoid 5 and 6

/4 ’ =~ - -
A . \\‘A ._‘
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Log disk

Storage Systems for Log files
* Internal direct connected SSD solutions 50 uS
 Internal disk systems with battery backed cache <0.25 ms
« External disk systems with battery backed cache <2 ms

 Internal disk systems without cache >3 ms

« High volume: one log file per disk better than RAID 1/0

« Spreading the data across multiple spindles increases the |
performance only if done correct

« SAN based storage replication is the killer for log vol



Disk check list (none SSD)

1. Separate Data and Log disks
2. Align partitions (Windows 2003 and before)

3. Separate Log files from different databases
 Temp DB counts as a database

4. Add battery backed write cached for log dISkS |
5. Add more spindles for data files




Disk check list (SSD version)

Use PCle based SSD systems for Log
Separate Data and Log disks

Use SSD disks for Data files

. Align partitions (Windows 2003 and before)

. Separate Log files from different databases
 Temp DB counts as a database

ok~ i PE




Number of disks / how to use (OLTP)

( exam p le)

Not much of a choice Not much of a choice




Number of disks / how to use (OLTP)

( exam p le)

Not much of a choice Not much of a choice
2 RAID 1 (Mirror athn one disk) Disk 1: OS + TempData
Disk 2: Log

/ 9 — = \,
. . ) A~
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Number of disks / how to use (OLTP)

Availability, Performance Performance, Availability
Not much of a choice Not much of a choice
2 RAID 1 (Mirror athn one disk) Disk 1: OS + TempData
Disk 2: Log
3 Disk 1+ 2 RAID 1 OS + Temp + LOG Diskl: OS + Temp
Disk3: Data Disk 2: Log

Disk 3: Data




Number of disks / how to use (OLTP)

( exam p le)

Not much of a choice Not much of a choice
2 RAID 1 (Mirror abn one disk) Disk 1: OS + TempData
Disk 2: Log
3 Disk 1+ 2 RAID 1 OS + Temp + LOG Diskl: OS + Temp
Disk3: Data Disk 2: Log
Disk 3: Data
4 Disk 1 + 2 RAID 1 OS + Temp + LOG Diskl: OS + Temp
Disk 3 + 4 RAID 1 Data Disk 2: Log

Disk 3 + Disk 4: RAID 0: Data




Number of disks / how to use (OLTP)

(example)

Availability, Performance Performance, Availability

Not much of a choice

2 RAID 1 (Mirror abn one disk)

3 Disk 1+ 2 RAID 1 OS + Temp + LOG
Disk3: Data

4 Disk 1 + 2 RAID 1 OS + Temp + LOG

Disk 3 + 4 RAID 1 Data

6 Disk 1 + 2 RAID 1 OS + Temp
Disk 3+ 4 RAID LOG
Disk 5 + 6 RAID 1 Data

Not much of a choice

Disk 1: OS + TempData
Disk 2: Log

Diskl: OS + Temp
Disk 2: Log
Disk 3: Data

Diskl: OS + Temp
Disk 2: Log
Disk 3 + Disk 4: RAID 0: Data

Diskl + 2: RAID 1 Log
Disk 3 to 6: RAID 1/0 OS + Temp + Data

B~
> 20049 ~7
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Number of disks / how to use (OLTP)

Availability, Performance Performance, Availability
Not much of a choice Not much of a choice
2 RAID 1 (Mirror abn one disk) Disk 1: OS + TempData
Disk 2: Log
3 Disk 1+ 2 RAID 1 OS + Temp + LOG Diskl: OS + Temp
Disk3: Data Disk 2: Log
Disk 3: Data
4 Disk 1 + 2 RAID 1 OS + Temp + LOG Diskl: OS + Temp
Disk 3 + 4 RAID 1 Data Disk 2: Log
Disk 3 + Disk 4: RAID 0: Data
6 Disk 1 + 2 RAID 1 OS + Temp Diskl + 2: RAID 1 Log
Disk 3+ 4 RAID 1LOG Disk 3 to 6: RAID 1/0 OS + Temp + Data
Disk 5 + 6 RAID 1 Data
8 Disk 1 + 2 RAID 1 OS Disk 1 + 2 RAID 1 OS
Disk3 + 4 RAID Temp Disk3 + 4 RAID Temp
Disk 5+ 6 RAID LOG Disk 5+ 6 RAID LOG

Disk 7 + 8 RAID 1 Data Disk 7 + 8 RAID 1 Data




Number of disks / how to use (OLTP)

Availability, Performance Performance, Availability
Not much of a choice Not much of a choice
2 RAID 1 (Mirror abn one disk) Disk 1: OS + TempData
Disk 2: Log
3 Disk 1+ 2 RAID 1 OS + Temp + LOG Diskl: OS + Temp
Disk3: Data Disk 2: Log
Disk 3: Data
4 Disk 1 + 2 RAID 1 OS + Temp + LOG Diskl: OS + Temp
Disk 3 + 4 RAID 1 Data Disk 2: Log
Disk 3 + Disk 4: RAID 0: Data
6 Disk 1 + 2 RAID 1 OS + Temp Diskl + 2: RAID 1 Log
Disk 3+ 4 RAID 1OG Disk 3 to 6: RAID 1/0 OS + Temp + Data
Disk 5 + 6 RAID 1 Data
8 Disk 1 + 2 RAID 1 OS Disk 1 + 2 RAID 1 OS
Disk3 + 4 RAID Temp Disk3 + 4 RAID Temp
Disk 5+ 6 RAID LOG Disk 5+ 6 RAID LOG
Disk 7 + 8 RAID 1 Data Disk 7 + 8 RAID 1 Data

> 8 Add Data Disks as RAID 1 Add Disks to Data R1 or 1/0




Number of disks / how to use (DSS)

( exam p le)

Not much of a choice Not much of a choice




Number of disks / how to use (DSS)

( exam p le)

Not much of a choice Not much of a choice

2 RAID 1 (Mirror athn one disk) Disk 1: OS + TempData
Disk 2: Log + Data (if load time is not critical)

v’ ) ‘. = - 7‘.
- ‘8~ -
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Number of disks / how to use (DSS)

Availability, Performance Performance, Availability
Not much of a choice Not much of a choice
2 RAID 1 (Mirror athn one disk) Disk 1: OS + TempData
Disk 2: Log + Data (if load time is not critical)
3 Disk 1+ 2 RAID 1 OS + Temp + LOG Diskl: OS + Temp + LOG
Disk3: Data Disk 2: Data

Disk 3: Data




Number of disks / how to use (DSS)

(example)

Availability, Performance Performance, Availability

Not much of a choice

2 RAID 1 (Mirror abn one disk)

3 Disk 1+ 2 RAID 1 OS + Temp + LOG
Disk3: Data

4 Disk 1 + 2 RAID 1 OS + Temp + LOG

Disk 3 + 4 RAID 1 Data

Not much of a choice

Disk 1: OS + TempData
Disk 2: Log + Data (if load time is not critical)

Diskl: OS + Temp + LOG
Disk 2: Data
Disk 3: Data

Diskl: OS + Temp
Disk 2: Log
Disk 3 + Disk 4: RAID 0: Data




Number of disks / how to use (DSS)

(example)

Availability, Performance Performance, Availability

Not much of a choice

2 RAID 1 (Mirror abn one disk)

3 Disk 1+ 2 RAID 1 OS + Temp + LOG
Disk3: Data

4 Disk 1 + 2 RAID 1 OS + Temp + LOG

Disk 3 + 4 RAID 1 Data

6 Disk 1 + 2 RAID 1 OS + Temp + LOG
Disk 3to 6 RAID ®ata

Not much of a choice

Disk 1: OS + TempData
Disk 2: Log + Data (if load time is not critical)

Diskl: OS + Temp + LOG
Disk 2: Data
Disk 3: Data

Diskl: OS + Temp
Disk 2: Log
Disk 3 + Disk 4: RAID 0: Data

Diskl + 2: RAID 1 OS + Temp + LOG
Disk 3 to 6: RAID 1/0 Data




Number of disks / how to use (DSS)

(example)

Availability, Performance Performance, Availability

Not much of a choice

2 RAID 1 (Mirror abn one disk)

3 Disk 1+ 2 RAID 1 OS + Temp + LOG
Disk3: Data

4 Disk 1 + 2 RAID 1 OS + Temp + LOG

Disk 3 + 4 RAID 1 Data

6 Disk 1 + 2 RAID 1 OS + Temp + LOG
Disk 3o 6 RAID ®ata
8 Disk 1 + 2 RAID 1 OS + Temp + LOG

Disk3 to 8 RAID ®ata

Not much of a choice

Disk 1: OS + TempData
Disk 2: Log + Data (if load time is not critical)

Diskl: OS + Temp + LOG
Disk 2: Data
Disk 3: Data

Diskl: OS + Temp
Disk 2: Log
Disk 3 + Disk 4: RAID 0: Data

Diskl + 2: RAID 1 OS + Temp + LOG
Disk 3 to 6: RAID 1/0 Data

Disk 1 + 2 RAID 1 OS + Temy©G
Disk3 to 8 RAID 1/0 Data




Number of disks / how to use (DSS)

(example)

Availability, Performance Performance, Availability

Not much of a choice

2 RAID 1 (Mirror abn one disk)

3 Disk 1+ 2 RAID 1 OS + Temp + LOG
Disk3: Data

4 Disk 1 + 2 RAID 1 OS + Temp + LOG

Disk 3 + 4 RAID 1 Data

6 Disk 1 + 2 RAID 1 OS + Temp + LOG
Disk 3o 6 RAID ®ata
8 Disk 1 + 2 RAID 1 OS + Temp + LOG

Disk3 to 8 RAID ®ata
> 8 Add Data Disks as RAID 6

Not much of a choice

Disk 1: OS + TempData
Disk 2: Log + Data (if load time is not critical)

Diskl: OS + Temp + LOG
Disk 2: Data
Disk 3: Data

Diskl: OS + Temp
Disk 2: Log
Disk 3 + Disk 4: RAID 0: Data

Diskl + 2: RAID 1 OS + Temp + LOG
Disk 3 to 6: RAID 1/0 Data

Disk 1 + 2 RAID 1 OS + Temy©G
Disk3 to 8 RAID 1/0 Data

Add Disks to Data 1/0




Network

* Network Interface Cards (NIC) rarely the bottleneck today
« LAN should not be a bottleneck today

 WAN can be a bottleneck, careful with mirroring

* NIC drivers, complete different story:

«  Tip: use the drivers the manufacturers use with benchmarks, low
overhead, well tested

» Use Multiple NIC’s in a server to offload traffic

« Backup
» Log backup
* Mirroring

« NUMA: Multiple NIC’s one per node to partition workload and
local



Small Systems

« 1to 2 CPU sockets
 1to 8 GB memory
* 1to4 disk spindles

* Try to separate LOG and DATA files on two different
spindles, adding spindles will always help. ~

» Dependent on Workload, try to do the best

* Increasing memory will always help
 Try to keep the working set in memory

» Configure disk caches correctly

Session Code Sizing SQL Sew -
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Medium Systems

« 21to4 CPU sockets
* 410 32 GB memory
« 810 16 Disk spindles

» Separating DATA and LOG is a must!

» With multiple databases on the system think about giving the ones with more
workload private LOG drive

« Start using multiple disk controllers (gives extra cache), ma‘
the system is NUMA based (AMD, newest Intel Xeon) to sp
controllers and NIC and memory equally across the NUM:

* SAN features and easier management and the ability to
spindles can improve things

Session Code Sizing SQL Sew 2
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Large Systems

« 4to 8 CPU sockets
16 to 64 GB memory
« 16 to 50 Disk spindles

« NUMA s a given fact on this systems, make it your friend by supporting it.
 Definitely use multiple disk controllers

* Choose memory careful sometimes adding memory can slow down the
system. '

« Think about using different types storage systems for your log a

 Start question if of shared storage is not slowing you down

Session CodeSizing SQL Server fol
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Very Large Systems

« 16to 256 CPU sockets
« 128 1to 2048 GB memory
« 100 to 5000+ Disk spindles

 All bets are off, multiple NUMA nodes are a given, sometimes with
even 2 different remote memory performances,

* you need to know any detail of your workload to use server Ilke this
efficiently

- Different storage systems for log and data and backup are

» See what bwin does in my other sessions or talk to me af

/ 9 — = \,
. . ) A~
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Summary / Takeaways

» Don't forget to scale all components, its not
CPU'’s alone that define a servers
performance.

» Don't forget to consider maintenance workload

Server.

Session Code Sizing SQL SeW -
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Complete the Evaluation Form & Win!

* You could win a Dell Mini Netbook — every day — just for
handing in your completed form! Each session form is
another chance to win!

Pick up your Evaluation Form:
« Within each presentation room
« Atthe PASS Booth near registration area Sponsored by Dell

Drop off your completed Form:
* Near the exit of each presentation room
« At the PASS Booth near registration area

PASS SUMM



exec sp_help ‘Evaluation form’;

» Session ID: DBA-403-S
« Speaker Name: Thomas Grohser

» Session Title: Sizing Servers for (unknown)
Workload

] Excelle




~— 20/%'
— PASS SUMMIT"

———
=
. -
2
.

Thank\“

for attending this se

2009 PASS Summiti



